
Hardware Pressure on x86
Does the Linux Scheduler Need to Know About Throttling?



System Under Test: CPU Topology
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Silent hardware pressure
CPU frequency

Residency of selected tasks



Hardware Pressure

arch_scale_cpu_capacity()

get_actual_cpu_capacity()

Scheduler
(EAS / load balance / wake-up)

hw_load cpufreq_pressure



scale_freq_tick()
APERF/MPERF Δ → freq_scale

hw_load
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get_actual_cpu_capacity()

Scheduler

Scheduler tick

Thermal interrupt
Power Limit Notification

therm_throt_hw_pressure()
live hw_pressure

Power Limit

cpufreq_pressure

arch_scale_freq_capacity()

Hardware Pressure for x86



Hardware pressure wired-up

Residency of selected tasks

CPU frequency



▸ Is this problem worth solving?

▸ Does the proposed signal source make sense?

▸ Does the integration point make sense?

Discussion



THANK YOU!



BACK UP



cpufreq_pressure now works on x86 asym_cap

Residency of selected tasks

RQ cpufreq pressure



HW load signals



HW pressure wired-up – Another example

Residency of selected tasks

HW load



Effect on the misfit_load signal

CPU residency of selected tasks

cpufreq pressure

RQ misfit_load
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