Energy-Aware Scheduling on
Intel Hybrid Topologies

Latency Analysis and Idle CPU selection
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Motivation

* OSPM 2026: drop the schedutil requirement for EAS on x86
* EAS soon to be active by default

* EAS packs light tasks onto fewer, power-efficient cores
* Latency cost

* Question for this talk:
* Can latency cost be reduced by using idle CPUs more aggressively?
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schbench wakeup latency
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Decomposing wakeup latency

sched_waking » sched_wakeup sched_stat_wait sched_switch

task now
running on CPU

waker commits task enqueued,
to waking task TASK_RUNNING

task selected by
pick_next_task()

wakeup->stat_wait
queue_wait:
IPI + C-state exit
+ preemption wait

stat_wait>switch
pre_switch:

PSI + trace overhead

(<1pus, constant)

waking>wakeup
CPU selection
(select_task_rq_fair)
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Dispatch latency without EAS

Windowed mean phase decomposition Per-interval latency distribution
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Dispatch latency with EAS

Windowed mean phase decomposition Per-interval latency distribution
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Proposed tweak: cluster-local idle preference

P-cores E-core module E-core module LP E-core
module
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Proposed tweak: cluster-local idle preference

find_energy_efficient_cpu()
per-PD candidate scan

same-clusteridle CPU
per_cpu(sd_share_id) > clusterid
idle_cpus bitmask > O(1) test

Best-energy candidate

Idle candidate

within slack
of best-energy
candidate?

Select best-energy CPU Select same-clusteridle
CPU
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Tweak results: no-EAS vs idle-slack settings
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Latency vs EEVDF slice duration
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|dle slack vs EEVDF slice duration
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|ldle slacks in the real world
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|ldle slacks vs EEVDF slice in the real world
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The cost in energy
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Thanks!
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Where does latency go?

ECDF of queue_wait latency
queue_wait = IPI delivery + C-state exit + preemption wait
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queue_walt dominates, not selection cost

wakeup-switch phase breakdown
queue_wait = wakeup-switch; pre_switch (PSI+trace) is the gap

I:l queue_wait (IPI+Cstate+preempt) D wakeup-switch (total)
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Who wakes the workers?

queue_wait distribution by waker
Identifies whether high-latency cycles come from a specific waker
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The batching effect

Share of wakeups in single vs multi-worker TTWU batches
A large multi-worker share supports the packing-induced contention hypothesis
queue_wait latency by position in TTWU_QUEUE batch

Hypothesis: position 0 is picked immediately; higher positions wait behind predecessors
Confirmation: queue_wait should increase monotonically with batch_pos
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