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XDP_DROP CPU SCALING

High packet rate

=> More CPU Cores

XDP CPU chart: CoNEXT ’18, Fig. 3

Scaling Costs CPU Cores

MINIMUM ETHERNET FRAME

100 Gb/s ÷ 84 B = 148,809,523pps

148.8 Mpps

Preamble

Ethernet Frame
Inter

Frame GapMAC.
Destination

MAC.
Source Type

PAYLOAD
(IP/IPv6/ARP...) CRC

8 Bytes 6 Bytes 6 Bytes 2 Bytes 46–1500 Bytes 4 Bytes 12 Bytes

8 64 12

84 B
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KNOD target
NIC + GPU

Existing Approaches vs. KNOD

Performance

Co
st

Startup / SaaS

NIC + Host CPU

Enterprise
SoC SmartNIC / DPU

Cloud Provider / Telco
FPGA SmartNIC / Accelerator

Dedicated ASIC
Hyperscaler

higher performance
lower cost
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How Cheap?

public hardware prices

+

~$400–600

$4,747

~$14k

KNOD development setup

Radeon RX 6600 ConnectX-6 100G

secondary  ~$250–400

Consumer GPU + 100G NIC

Other 100G-class hardware

FPGA SmartNIC / Accelerator

AMD Alveo U55C

2×100G FPGA card ~ 10×

Dedicated appliance (ASIC)

Arista 7170-32C

32×100G Tofino switch ~ 30×

secondary  ~$150–200
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How Performant?

0 %

170 W

49 W

64 W

113 W

CPUKNODCPU KNOD
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CPU Usage Power Consumption

95 %
   W CPU GPU   % CPU

Katran-based LB
about 64 Mpps

Tested with T-rex, 64B packet, Hyperthreading ON
Packet Generator = Ryzen 9 3900x + Connect X-6 Dx 

DUT = Threadripper 5945WX (12C 24T) + AMD Radeon RX6600 + Connect X-6

=> not line-rate yet,
but still improving
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l2fwd-nv · DPDK + CUDA

l2fwd-nv -m 0 (Host pinned mode)

DPDK

CUDA
Library

NIC GPU

Dispatch
ShaderREAD

Mempool

User

Hardware

Kernel

GPU packet processing

RX
Packet
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GPU packet processing with XDP

GPU

l2fwd-nv · DPDK + CUDA

l2fwd-nv -m 0 (Host pinned mode)

DPDK

CUDA
Library

NIC GPU

Dispatch
Shader

RX
Packet

Mempool

User

Hardware

Kernel

KNOD · XDP

SEC("xdp")
int xdp_prog(struct xdp_md *ctx) {
  struct ethhdr *eth = (void *)(long)ctx->data;
  void *data_end = (void *)(long)ctx->data_end;
  if ((void *)(eth + 1) > data_end)
    return XDP_ABORTED;

  if (eth->h_proto == htons(ETH_P_IP))
    return XDP_PASS;
  return XDP_DROP;
}

User

Hardware

Kernel

NIC

RX queue Packet buffers 
(VRAM)

KNOD

BPF subsystem

GPU JIT Backend

eBPF verifier

JIT compiler

ㅤDispatch
ㅤ  Shaderㅤ

Compute UnitCompute UnitCompute Unit

READ
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High-Performance XDP Offload with Commodity GPU
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Overview
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Overview

GPU

KNOD

NIC

BPF subsystem

RX Queue

GPU JIT Backend

eBPF verifier

JIT compiler

Compute 
UnitCompute 

UnitCompute 
Unit

TX Queue

GPU shader

Packet buffers
(VRAM)

- BPF-to-GPU JIT

- NIC/GPU binding

- GPU Shader execution
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GPUNIC

RX Queue

Overview

Packet buffers
(VRAM)

PCIe 
P2P DMA

export
DMA-BUF API

import
DEVMEM TCP

- NIC/GPU binding
- Use VRAM as RX Queue backing memory

- Direct packet writes to VRAM via PCIe P2P DMA DMA-BUF FD
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Overview

Dispatch
Shader

GPU

KNOD

BPF subsystem

GPU JIT Backend

eBPF verifier

JIT compiler

Compute 
UnitCompute 

UnitCompute 
Unit

- BPF-to-GPU JIT

- Place BPF Register/Stack to GPU 

- Dispatch JIT-ed BPF Program Shader to GPU

- NIC/GPU binding
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Persistent GPU Shader

GPUNIC

Compute 
UnitCompute 

UnitCompute 
Unit

TX Queue

Persistent GPU shader

Packet buffers
(VRAM)

- BPF-to-GPU JIT

- NIC/GPU binding

- GPU Shader execution

- Persistent GPU Shader polls new packet

- JIT-ed XDP Program verdicts 
            (write TX descriptor)

XDP Program (Verdict) Write TX descriptorPoll new packet

Overview
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Development History
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- Per-batch shader (RFC)

- NAPI handles packet flow (RX/verdict)

- Worker prepares batches and dispatches via AQL

Development History

GPU

KNOD

NIC

BPF subsystem

RX Queue

GPU JIT BackendeBPF verifier

JIT compiler

Compute 
UnitCompute 

UnitCompute 
Unit

TX Queue

GPU shader

Packet buffers
(VRAM)

KNOD Worker

Queue

NAPI

Repeated
Dispatch
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- Per-batch shader (RFC)

- Persistent shader

- No per-batch GPU dispatch

- CPU still handles metadata delivery and verdicts

Development History

GPU Batch
mailbox

KNOD

NIC

BPF subsystem

RX Queue

GPU JIT BackendeBPF verifier

JIT compiler

Compute 
UnitCompute 

UnitCompute 
Unit

TX Queue

Packet buffers
(VRAM)

KNOD Worker

Queue

NAPI

Poll

Single
DispatchUpdate

GPU shader
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Persistent shader: dispatch overhead

Per-batch shader
GAP GAP GAP

Host CPU

GPU CUs

100%

0%

CU busy

Dispatch

batch 0

Dispatch

batch 1 batch 2

Persistent shader

Host CPU

GPU CUs

100%

0%

CU busy

Host: mailbox updates / verdict handling

batch 0 batch 1 batch 2 batch 3 batch 4 batch 5 batch 6 batch 7

No per-batch launch / completion cycle
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GPU

KNOD

NIC

BPF subsystem

RX Queue

GPU JIT Backend

eBPF verifier

JIT compiler

Compute 
UnitCompute 

UnitCompute 
Unit

TX Queue

Persistent GPU shader

VRAM

- Per-batch shader (RFC)

- Persistent shader

- GPU-driven packet I/O (GDA)

- Shader polls CQ, posts TX and returns RX buffers

- Remove batch worker and verdict queue

- Host handles setup, management and XDP_PASS

Development History

RX CQ

TX SQ

TX CQ

Trigger
Doorbell
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GDA Benefits

Host packet-processing work (schematic)

CPU XDP

KNOD
(Per-batch shader)

KNOD
(current GDA)

Device driver XDP program

Device driver KNOD worker

≈ 0 — CPU work in the RX/TX loop

XDP_PASS packets still go to the host stack.
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BPF-to-GPU Model
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VALU (aka. Lane)
Smallest execution unit
Process one per packet

Workgroup Processor (128T)

(64T)

SIMD32

SIMD32

Compute Unit (64T)

SIMD32

SIMD32

Compute Unit

GPU execution model (ex. RDNA)

× 32
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VALU (aka. Lane)
Smallest execution unit
Process one per packet

Workgroup Processor (128T)

(64T)

SIMD32

SIMD32

Compute Unit (64T)

SIMD32

SIMD32

Compute Unit

GPU execution model (ex. RDNA)

× 32

(ex. Radeon RX 6600)

Unit Count
Workgroup Processor 14

Compute Unit 28
SIMD32 56

Total Lane 1,792
× 14
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working
registers

Execution

Interpret Native
Instructions

BPF Stack (512B)

[r10 − 16]

[r10 − 24]

⋮
[r10 − 504]

[r10 − 512]

r0
(rtn)

r1
(ctx)

r2 r3

r4 r5

r6 r7

r8 r9

r10 (FP)

11 Registers
(64-bit)

JIT Helper Functions

BPF Map

Helper Functions

Array

Hash

Per-CPU Array

events

BPF
Syscalls

BPF execution model

[r10 − 8]

Virtual Machine



Virtual Machine
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BPF execution model

v22–256
runtime register

64-bit → 2 x 32-bit

Local Data Storage

r0 r1 r2 r3 r4 r5 r6 r7 r8 r9 r10

v0 v1 v2 v3 v4 v5 v6 v7 v8 v9 v10 v11 v12 v13 v14 v15 v16 v17 v18 v19 v20 v21

v0–21
BPF regs

GPU VRAM (GDDR6)

Execution

Interpret Native
Instructions

BPF Stack (512B)

[r10 − 16]

[r10 − 24]

⋮
[r10 − 504]

[r10 − 512]

r0
(rtn)

r1
(ctx)

r2 r3

r4 r5

r6 r7

r8 r9

r10 (FP)

11 Registers
(64-bit)

BPF Map

Array

Hash

Per-CPU Array

[r10 − 8]



Virtual Machine
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BPF execution model

v22–256
runtime register

Local Data Storage

v0–21
BPF regs

BPF Stack (512B)

[r10 − 16]

[r10 − 24]

⋮
[r10 − 504]

[r10 − 512]

BPF Map

Array

Hash

Per-CPU Array

GPU VRAM (GDDR6)

Execution

Interpret Native
Instructions

BPF Stack (512B)

[r10 − 16]

[r10 − 24]

⋮
[r10 − 504]

[r10 − 512]

r0
(rtn)

r1
(ctx)

r2 r3

r4 r5

r6 r7

r8 r9

r10 (FP)

11 Registers
(64-bit)

BPF Map

Array

Hash

Per-CPU Array

[r10 − 8]

[r10 − 8]



26

register pairs

v3 v2

v5 v4

r1 += r2
BPF_ALU64 | BPF_ADD | BPF_X

r2:

r1:
v_add_co_u32     v2, vcc_lo, v2, v4
v_add_co_ci_u32  v3, vcc_lo, v3, v5, vcc_lo

AMDGPU ISA

v7 v6

v9 v8
r3 *= r4

BPF_ALU64 | BPF_MUL | BPF_X
r4:

r3: v_mul_lo_u32     v22, v7, v8
v_mul_hi_u32     v7,  v6, v8
v_add_nc_u32     v7,  v7, v22
v_mul_lo_u32     v22, v6, v9
v_add_nc_u32     v7,  v7, v22
v_mul_lo_u32     v6,  v6, v8

AMDGPU ISA

v22
Scratch
Register

Split 64-bit multiply into 32-bit halves

BPF-to-GPU JIT Examples



Implementation Details
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VRAM

Data Plane
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NIC

Wave

thread 0

thread 1

thread 2

thread 3

P2PDMA

page 0

page 1

page 2

page 3

headroom packet



VRAM

Memory Access Pattern
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Memory channels

Ch 0

Ch 1

Ch  2

Ch  3

idle

4 reads queued

idle

idle



Stagger

-  Same header field, different page offsets

-  Break the repeated low address bits

-  Aim to spread reads across memory channels

Same offset Staggered offset

P0 P0

P1 P1

P2 P2

P3 P3
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CPU Utilization

31

Host packet-processing work (schematic)

CPU XDP

KNOD
(RFC)

Device driver XDP program

Device driver KNOD worker



Persistent Shader

GPU
SPSC

KNOD

NIC

RX Queue

TX Queue

Packet buffers

KNOD WorkerNAPI

Poll

GPU shader
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CPU Utilization

Host packet-processing work (schematic)

CPU XDP

KNOD
(RFC)

Device driver XDP program

Device driver KNOD worker

KNOD
(Persistent) Device driver
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Host NIC GPU

GDA (GPUDirect-Async)
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Host

mlx5 driver

PASS ring

NIC

Doorbell

GPU

VRAM

RQ

RX / TX CQ

SQ

Persistent
Shader

GDA (GPUDirect-Async)
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GDA in the Persistent shader

control block: park / stop

poll RX CQ

BPF program

XDP_TX → send WQE    

XDP_PASS → PASS ring

Doorbells NIC

prologue

unchanged

epilogue
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GDA in the Persistent shader

control block: park / stop

poll RX CQ

BPF program

XDP_TX → send WQE    

XDP_PASS → PASS ring

Doorbells NIC

prologue

unchanged

epilogue
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CPU Utilization

KNOD

CPU

20 40 60 80 1000

95 %

   %

0 %
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Throughput (Mpps, RX6600)
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64CPU only

32RFC

51.1
Persistent

+
Stagger

64GDA

0 20 40 60



Power consumption (W)
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CPU GPU

CPU only

RFC

Persistent
+

Stagger

GDA

0 50 100 150

170 W170

105 W

129 W

113 W

64

64

49

41

65

64



Throughput and power by GPU
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0 0

25 50

50 100

75 150

100 200

Mpps W

64 Mpps

RX 6600
RDNA2 · PCIe 4.0 x8

90 Mpps

V620
RDNA2 · PCIe 4.0 x16

90 Mpps

RX 7900 GRE
RDNA3 · PCIe 4.0 x16

64 W

120 W

150 W



Future Work
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Open Questions

Power Consumption
- Persistent shader consumes ~24–26 W on idle

XDP_REDIRECT
- No redirect is supported. 

Performance Bottleneck
- Ceiling: 64 Mpps (x8), ~90 Mpps (x16)

- PCIe switch / root complex?  (limit on PCIe TLP message rate)
- NIC feature enable? (compressed CQE or MPWQE)
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TODO

Other Vendor

- GPU: Intel Arc graphics

- NIC: Broadcom NIC (bnxt), Intel NIC (ice)

- APU: CPU with Integrated GPU
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Interested? Join us!
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Q & A
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