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BPF ksock: bringing
network sockets to BPF

Mahé Tardy, Kornilios Kourtis
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Why you might care about this

Initial use-cases:

X/

% logging/alerts and telemetry events from BPF
New use-cases:

X/

< heartbeats (health probes, BFD heartbeat for BGP)

X/

< VM migration (Zussman et al., It's the Kernel’s Fault!, 2026)

X/

< In kernel servers (DNS servers)

Benefit is to reduce overhead (memory, CPU) and reduce the attack surface.

Eventual goal: agentless: no trusted user-space component.



Timeline

December

BPF conf in Montreal

First discussions about the
rough ideas, initially thinking
of re-using splice AP,
quickly rejected in favor of
netpoll.

2025

Plumbers in Tokyo

The network from BPF ideas
were discussed in a talk
about BpfJailer, a Meta
security project.

August

BPF conf in Zagreb

First version using netpoll
was almost submitted and
discussed. Network people
didn't like the netpoll
approach.

2026

First series merged

The version merged
exposes this new ksock API
using the regular socket
infrastructure.



The result so far: the bpf_ksock API

The API consists of five kfuncs:

S

bpf_ksock_create()
bpf_ksock_connect()
bpf_ksock_send()
bpf_ksock_acquire()
bpf_ksock_release()
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The result so far: the bpf_ksock API

The API consists of five kfuncs:

322

% bpf_ksock_create() == < only UDP

. SYSCALL progs
% bpf_ksock_connect() =
< bpf_ksock_send() =
% bpf_ksock_acquire() SYSCALL & LSM progs

% bpf_ksock_release()



How to setup ksock

SEC("syscall")
int ksock_setup(void *ctx)

struct bpf_ksock_create_o
union bpf_ksock_addr addr
struct bpf_ksock *ks;

int err = 0;

create_opts.family = AF_I
create_opts.type = SOCK_D
create_opts.protocol = IP

ks = bpf_ksock_create(&cr
if ('ks)
return err;

addr.sin.sin_family = AF
addr.sin.sin_port = bpf_h
addr.sin.sin_addr.s_addr

err = bpf_ksock_connect(ks,
if (errg {

bpf_ksock_ release(ks)
return err;

}

err = ksock_ctx_insert(ks

if (err && err !'= -EEXIST
return err;

return 9;

pts{greate opts = {};

NET;
GRAM;,
PROTO_UDP;

eate_opts, sizeof(create_opts),

_INET;
tons(remote port);
= ipvé4_remote;

s, &addr, sizeof(addr));

; ;

gerr);




How to setup ksock: create

create_opts.family = AF_INET;
create_opts.type = SOCK_DGRAM;
create_opts.protocol = IPPROTO_UDP;

k$ ? Epg_ksock_create(&create_opts, sizeof(create_opts), &err);
i ks
return err;




How to setup ksock: connect

addr.sin.sin_family = AF_INET;
addr.sin.sin_port = bpf_htons(remote_port);
addr.sin.sin_addr.s_addr = ipv4_remote;

err = bgf_ksock_connect(ks, &addr, sizeof(addr));

if (err) {
bpf_ksock_release(ks);
return err;

}
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How to send with ksock

SEC("1sm.s/socket_bind")
int BPF_PROG(ksock_socket_bind, struct socket *sock,

struct sockaddr *address, int addrlen, int ret)
{

struct bpf_ksock *ks;
u32 pid = bpf_get_current_pid_tgid() >> 32;

if (ret || pid !'= target_pid)
return ret;

ks = ksock_ctx_get();
if ('ks) {
send_ret = -ENOENT;
return ret;

}

send_ret = bpf_ksock_send(ks, send_data, sizeof(send_data));
bpf_ksock_release(ks);

return ret;

11



How to send with ksock: send

ks = ksock_ctx_get();
if ('ks) {
send_ret = -ENOENT;
return ret;

}

bpf_ksock_release(ks);

send_ret = bpf_ksock_send(ks, send_data, sizeof(send_data));

12



Demo

syslogs
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A basic example with syslogd

SEC("1lsm.s/file_open")
%nt BPF_PROG(file_open, struct file *file)

VA
bpf_d_path(&file->f_path, path, sizeof(path));

if (bpf_strcmp(path, "/etc/hostname") != 0)
return 0;

/7 1...]

len = format_syslog_message(syslog_msg,
sizeof(syslog_msg), syslog_hostname, path, comm, pid);

/71 ]
ﬁ? ?!ﬁggcﬁ_ctx_get();

return 0;

err = bpf_ksock_send(ks, syslog_msg, len);
if (err < 0) {

return ©
bpf_ksock_release(ks);

return 0;

static __always_inline int format_syslog_message(
char *buf, u32 buf_size, const char *hostname,
const char *path, const char *comm, u32 pid)

__Uub4 params[4];
int len;

// RFC 3164 Format: <PRI>TIMESTAMP HOSTNAME TAG[PID]:
MESSAGE

params[@] = (u64)hostname;
params[1] = (u64)pid;
params[2] = (u64)path;
params[3] = (u64)comm;

len = bpf_snprintf(buf, buf_size,
"<14>%s ksock-bpf[%d]: file_open path=%s comm=%s",
params, sizeof(params));

return len;




A basic example with syslogd

A process touches

rsyslogd

userspace A

kernel

/etc/hostname
userspace
kernel
LSM BPF
prog ksock send

UDP port 7777
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Demo #2

Data analytics on
BPF telemetry data




Log Analysis (e.g., investigation on alerts)

b 4

fluentd
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Data analytics on BPF telemetry events

Problems:
. . . . \(-\05\5 .
e inefficient copying / transformations >( g
e lots of opportunities to mess with the data \ Gy
splunk >

-

fluentd

m':‘ _’:'-
ol |
SUP
marshal json unmarshal Engine
Y —7 /




Data analytics

Problems:

e inefficient copying / transformations

on BPF telemetry events

3‘_ \-\05\5

e lots of opportunities to mess with the data \

r:'z‘ _’:'-
ol [=
QU
{ marshal h

Idea:
e Directly generate data in a format the

query engine uses
e Ship data directly from the BPF

program

)]
Query

splunk:

| [




Arrow columnar format

Analytics engines use
columnar formats for efficient
gueries

Apache arrow: common
format for multiple engines /
databases

Row 1
Row 2
Row 3
Row 4

session_id

1331246660
1331246351
1331244570
1331261196

timestamp

3/8/2012 2:44PM
3/8/2012 2:38PM
3/8/2012 2:09PM
3/8/2012 6:46PM

Traditional Memory Buffer

Row 1

Row 2

Row 3

Row 4

1331246660
3/8/2012 2:44PM
99.155.155.225
1331246351
3/8/2012 2:38PM
65.87.165.114
1331244570

3/8/2012 2:09PM
71.10.106.181
1331261196

3/8/2012 6:46PM
76.102.156.138

session_id

timestamp

source_ip

APACHE

ARROW>>>

source_ip

99.155.155.225
65.87.165.114
71.10.106.181
76.102.156.138

Arrow Memory Buffer

1331246660
1331246351
1331244570
1331261196
3/8/2012 2:44PM
3/8/2012 2:38PM

3/8/2012 2:09PM
3/8/2012 6:46PM
99.155.155.225
65.87.165.114
71.10.106.181
76.102.156.138

SELECT * FROM clickstream
WHERE session_id = 1331246351

i

Intel CPU
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PoC: process list (ps)

&

SQL

AAAAAA

ARROW

» € DuckDB

}RAﬁERow>>>

ksock send()
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PoC: how it works?

task iterator

header

comm

PID

PPID

comm_off

comm

APACHE

ARROW

»
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PoC: how it works?

task iterator

header

T

comm

PID

PPID

comm_off

comm

APACHE

ARROW

systemd

»

23



PoC: how it works?

task iterator

header

APACHE

ARROW

comm

T

PID PPID comm_off comm
1 0 0 systemd...arrowps....
1245 1111 123

»
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PoC: how it works?

task iterator

header

APACHE

ARROW

comm

T

20

PID PPID comm_off comm
1 0 0 systemd...arrowps....
1245 1111 123

»
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PoC: how it works?

task iterator

header

APACHE

ARROW

ksock_send() >

comm

T

20

PID PPID comm_off comm
1 0 0 systemd...arrowps....
1245 1111 123

»

26



Demo #2



Demo #2

Current limitations:

- Extend ksock to sleepable tracing
programs (iterators)

- sendmsg() interface (scatter-gather) to
avoid final copies

- TCP support for larger data / reliable
delivery

28



More use cases!



Allow post-copy live VM migration

oReProy,

V7S %
6’"«3\
‘za.

It’s the Kernel’s Fault!
Custom Page Fault Handling With bpf_fault

Tal Zussman
Columbia University

Riju Dey

Columbia University

Hasan Zengin
Columbia University

Yiming Fang David Hildenbrand Asaf Cidon
Columbia University Technical University of Munich and Columbia University
Arm Germany GmbH
Abstract ACM Reference Format:

Page faults, which occur when a program accesses a vir-
tual memory page that is not mapped to physical memory,

parent’s struct_ops. This avoids link setup in the fork fast
path. If the child later needs a full link (e.g., to register a
region), it issues a BPF_FAULT_CLAIM command through the
bpf() syscall, which promotes the lightweight link.

During fork, the kernel duplicates VMAs one at a time.

Since a single fault context may span multiple VMAs, this
would wrongly allocate a new context for each VMA. A
deduplication list solves this: the first VMA encountered for
a given context allocates a child context and appends it to

Tal Zussman, Riju Dey, Hasan Zengin, Yiming Fang, David Hilden-
brand, and Asaf Cidon. 2026. It’s the Kernel’s Fault!

Muictam Dama Banlt andline With hnf £a0l+ Tn Cinmnacionm an

work. Our VM snapshot integration works around the for-
mer by streaming pages to a userspace writer (§5.1), but the
latter prevents use cases such as post-copy live VM migra-
tion, where the handler reads data from the network. These
gaps are closing as eBPF evolves. Dynptrs provide access to
variable-sized memory [86], and a recent proposal supports
sending UDP packets from eBPF, with TCP support under
discussion [7]. Supporting socket reads would enable an
eBPF handler to implement post-copy migration in-kernel.

Zussman et al., It's the Kernel’s Fault! 2026



Heartbeats, BFD use case

Router Cilium
agent
TCP
BGP < BGP
heartbeat
47
BFD echo BFD
<€
UDP

Diagram from a chat with Yutaro Hayakawa
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DNS server in BPF, again

2 eBPF Track [CEIZAIENY

Implement simple local DNS server with BPF

[ 11Dec 2025, 18:00

® 30m
@ "Main Hall A" (Toranomon Hills Mori Tower)

Speaker

2 Raman Shukhau

Description

This talk explores the idea of capturing and identifying DNS requests with BPF and responding to them "in-place” with BPF.

DNS is a relatively simple UDP protocol, and a typical DNS query over UDP usually involves just one packet for the query and one packet for the
response. If BPF parses structure of the packet and is able to resolve address from the request, e.g. from the hash map attached to the
program, it's also able to rewrite all fields of the incoming packet with the resolved address and place this packet back in the queue as a
response.

In the talk we will cover an actual implementation of TC/XDP BPF Programs, potential performance benefits and real world applications, as
well as, relevant topics such as DNS DDos protection.

Authors

2 Martin Lau

A Raman Shukhau

What program types we can use?

e Cgroup Types -
o routing decision is made at this point
o change to SKB structure limited or not allowed

e TC/TCX - Supported
o Can modify SKB and use bpf_redirect

e XDP - Supported
o Can change XDP struct and do XDP_TX

Simple DNS Server with BPF, Martin Lau, Raman Shukhau
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A well-antieipated example
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Allowing BPF programs more access to the network

By Daroc Alden Mahé Tardy led two sessions about some of the challenges that he, Kornilios Kourtis, and John Fastabend have run into in their work on

May 28, 2025 Tetragon (Apache-licensed BPF-based security monitoring software) at the Linux Storage, Filesystem, Memory Management, and BPF

Summit. The session prompted discussion about the feasibility of letting BPF programs send data over the network, as well as potential
LSFMM+BPF new kfuncs to let BPF firewalls send TCP reset packets. Tardy presented several possible ways that these could be accomplished.
Sending data

Tetragon has two general jobs: enforcing security policies and collecting statistics and other information for observability. The way that the latter currently works,
Tardy explained, introduces unnecessary copies. BPF programs will create records of events and place them into a ring buffer. Then Tetragon's user-space
component reads the events and eventually writes them to a file, a pipe, or a network socket in order to centralize and store them.

That requires a minimum of two copies between the kernel and user space. While exploring alternatives, Tardy realized that this
situation could be avoided if BPF programs were allowed to call vmsplice(). The user-space agent could give the BPF program a
file descriptor, and let BPF call vmsplice() to forward the information. Eventually, it might be possible to remove the user-space
agent altogether.

An alternative to vmsplice() would be to use io_uring to perform the same operations. Tardy clarified that for his use case, he
really mostly cares about being able to send data over the network. Generally, Tetragon sends two types of data: alerts and
periodic reports. The periodic reports are created in a timer callback, which may cause additional complications since he isn't sure
whether those are called in a sleepable context.

Andrii Nakryiko thought that a synchronous send operation — which could block for a long time — would be a bad fit for BPF.
Tardy agreed, saying that an asynchronous send operation would be fine. Nakryiko thought this was a lot of effort to avoid a small
number of copies. Alexei Starovoitov pointed out that there is such a thing as a kernel TCP socket, so this is technically possible.
Also, workqueues call their tasks in a sleepable context, so the operation could be run as a workqueue item and that would work.
He agreed that it seemed like a lot of effort to avoid user-space copies, though.

Tardy explained that forwarding these reports is "almost the last thing the agent is doing". If it could be done in BPF, Tetragon would be close to being
implemented in pure BPF. Although he didn't speak to why this would be desirable, an earlier session had raised the idea of making security software harder to
tamper with by avoiding user-space components, so that may have been what he had in mind.

Starovoitov pointed out that there is an ongoing effort to use netconsole to send kernel log messages over TCP. So perhaps Tetragon's BPF programs could be
made to print to the console, which is then sent over TCP. Daniel Borkmann asked whether netconsole could send arbitrary data; Starovoitov said that it could.
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adding one for sending reset messages struck some people as not a big deal. Ultimately, this discussion didn't reach
conclusion either, but there was no real opposition to the idea of allowing BPF programs to cleanly terminate T
connections.

Index entries for this article
Kernel BPF
Conference Storage, Filesystem, Memory-Management and BPF Summit/2025

Post a comment

[-] Email when?
Posted May 28, 2025 17:32 UTC (Wed) by Cyberax (% supporter %, #52523) [Link] (4 responses) Mute user]

Reply to this comment

So when are we getting an email client in the kernel? I think its time has come.

[-] Email when?
Posted May 28, 2025 17:41 UTC (Wed) by daroc (editor, #160859) [Link] (1 responses) Mute user]

So at first I was going to respond that this mechanism doesn't allow the BPF program to read data sent in response, but
actually on reflection the program could intercept packets using existing kfuncs.

If they do get the writing-to-a-TCP-socket-via-netconsole idea working, I think you actually could write an email
client in BPF. You would need to create an output stream, send an EHLO message, and then intercept the response on
arrival and decode it. (Assuming, of course, that the final version of the idea lets the BPF program open new sockets;
as proposed in the session, user-space would hand the file descriptor for an existing socket to the BPF program, so that
the kernel doesn't have to do name-resolution or anything like that.)
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Sending packets directly from BPF

By Daroc Alden  Tetragon, the BPF-based security monitoring tool, uses BPF to monitor different aspects of a

July 14,2026 running kernel and enforce user-specified policies. It sends its data to a user-space process, which
forwards the data to a central monitoring service elsewhere in the network, however. This presents
LSFMM+BPF a point of vulnerability: if an attacker can kill Tetragon's user-space agent, it won't be able to

properly report on the situation. Song Liu, Mahé Tardy, and Liam Wiseheart spoke about their
work removing the need for the user-space agent at the 2026 Linux Storage, Filesystem, Memory-Management, and BPF
Summit.

Wiseheart clarified that he works at Meta, not on Tetragon, but he has an interest in solving the same problem of allowing
BPF programs to run entirely disconnected from any user-space components. Currently, Meta takes the approach of
pinning programs at system boot time, which at least prevents the programs from being removed if the user-space
components are killed, but doesn't completely avoid the problem.

The way Tetragon (presumably like Wiseheart's similar program) communicates with user space is via a ring buffer,
Tardy explained. The user-space component is mostly responsible for reading messages from that ring buffer, sending
them to a remote server, receiving replies, and then putting the replies back into the ring buffer. It would be a lot more
efficient if the BPF program could simply talk to the remote server directly. BPF programs can already intercept incoming
network packets; the missing part is the ability to send data directly from BPF.

In 2025, Tardy and company had presented a solution using splice(), but that solution was unpopular. At the time,
Andrii Nakryiko thought that a synchronous option was probably a bad fit for BPF. The kernel developers at that session
suggested using the netconsole code, which allows the kernel to send log messages that would ordinarily go to a serial
port to a remote location instead.

"We tried that," Tardy said, and it seems to work. Netpoll, the kernel infrastructure behind netconsole, lets kernel code
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2 ed to disagree with this, which made 1t unclear whether netpoll really was the best approach to use.
ahately, at that point the session was out of time. Since the conference, Tardy and company have continued
ing on the problem, posting a new patch set on July 6 that allows BPF programs to create and use UDP ke

ockets, instead of using netpoll.

Index entries for this article
Conference Storage, Filesystem, Memory-Management and BPF Summit/2026

Post a comment

[-] Emails from the kernel
Posted Jul 14,2026 14:51 UTC (Tue) by Cyberax (% supporter %, #52523) [Link] (1 responses) Mute user]

s calendar
Finally I'll be able to send alert emails directly from the kernel. I always dreamed of that!

Unread comments

LWN FAQ Not.
Write for us
Edition Reply to this comment
Return to the Front .
page [-] Emails from the kernel

Posted Jul 15,2026 12:52 UTC (Wed) by quotemstr (subscriber, #45331) [Link] Mute user]

It's on its way to becoming a WASM-equivalent alternative userspace.
Reply to this comment

[-] ... if an attacker can kill Tetragon's user-space agent, it won't be able to properly report on
the situation
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Let's send emails from the kernel: we need TCP

--- a/net/core/bpf_ksock.c
+++ b/net/core/bpf_ksock.c

@@ -105,12 +105,12 truct bpf_ksock_create_opts *opts, u
}

- if (opts_cd

+ if (opts_copy .type !'= SOCK_STREAM) {
}

- if (opts_copy.|

+ if (opts_copy.
err =
goto e

opy.protocol != 0) {
opy.protocol != IPPROTO_TCP && opts_copy.protocol != 0) {

38



Let's send emails from the kernel

A process touches

/etc/hostname mailpit
userspace userspace A
kernel kernel
LSM BPF
prog ksock send TCP port 1025
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The future of the ksock API

% Plumb more of the socket API in ksock BPF
> Add sendto(), sendmsg(), and bind()

> Allow to connect () from non-syscall BPF progs
% Allow the ksock API from more BPF progs

> Support more sleepable program types (iterators, tracing)

>  Support non-sleepable progs with workqueues (non-sleepable (timers?) — workqueues)

% Support TCP

% Support receive from BPF
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