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http://events17.linuxfoundation.org/sites/events/files/slides/Intro_Kernel_PM.pdf
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We monitor and track dynamic idle states
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● ARM: WFI, cpu off/sleep
● X86: c-states C0, C2, C8, C10, …

cpuidle driver provides residency stats in sysfs.
Great! Except:

● Lack of atomicity (~100 sysfs nodes to read)
● Incorrect due to state demotion: kernel ignorant of true state

cpuidle states

https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/Documentation/ABI/testing/sysfs-devices-system-cpu?h=v6.6#n139
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● ARM: cluster sleep/off, fits nicely in cpuidle !
● X86: package c-states PC0, PC2, PC8, PC10, …

Residency stats through debugfs or vendor tools.
(mostly, see ACPI LPIT)
Not so great. Also:

● debugfs formats “differ” between x86 vendors, kernel versions
● PC0 missing from debugfs, invites accumulating systematic error
● vendor registers invite duplicate userspace implementations

module idle states

https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/platform/x86/intel/pmc/core.c#n46
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/tools/power/x86/turbostat
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● ARM: aosd, cxds. Fits nicely in genpd !
● X86: S0ix currently S0i2.0 - S0i3.4

Residency stats through debugfs or vendor tools.
(mostly, see ACPI LPIT)
Not so great. Also:

● debugfs formats differ between x86 vendors, kernel versions
● Total time may be missing from debugfs, invites accumulating 

systematic error
● vendor registers invite duplicate userspace implementations

SoC dynamic idle states

https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/base/power/domain.c
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/platform/x86/intel/pmc/core.c#n32
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/drivers/platform/x86/intel/pmc/core.c#n46
https://git.kernel.org/pub/scm/linux/kernel/git/torvalds/linux.git/tree/tools/power/x86/turbostat
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s2idle repurposes dynamic idle states for static system idle. (Possibly) 
comparable power savings and lower static resume latency.

Residency stats historically through patchwork of vendor specific paths. 
Mario Limonciello landed improvement - thank you !

However, gaps remain:
● How deep is the deepest reached idle state?
● Zero s2idle residency is common failure mode - what prevented the 

system from getting there?

Static system idle - s2idle

https://lore.kernel.org/lkml/20230414012346.1946-1-mario.limonciello@amd.com/
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● Are changes to the current patchwork desired?
● Generic, standardized idle stats ?
● Include topology or hierarchy?
● Special relationship to s2idle (like some cpuidle stats have) ?
● Integrated debug for s2idle entry failing requirements?
● How does LPIT fit in?

Discuss - the way forward
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